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Abstract: Recent developments within the field of affective computing are focusing on the use of expressions of affect
as a means to physically interact with a technology. An integral part of such systems is the ability to
accurately recognize affective expressions. An essential feature of arm expression is its variation in muscle
force. One can lightly pull someone towards oneself, showing affection, or perform the same gesture in a
forceful way, expressing an angry dominant position. However, the de facto arm expression recognition
systems typically lack the ability to distinguish among arm expressions with varying muscle force. This
research addresses this problem by developing an arm expression recognition system based on acoustic
myography with the goal of assessing its feasibility for use in an affective computing context. In this paper,
we describe the design of an acoustic myograph, and a machine learning experiment that aims to assess the
ability of machine learning techniques to classify flexion and extension arm gestures at three different levels
of muscle force.

1. INTRODUCTION

Affect is of interest to researchers and developers of
interactive technology because it provides a window
into peoples’ internal states, or some level of control
over the action tendencies that are associated with
human emotion (Picard, 1997). Sensor systems that
are able to capture biomechanical and bioelectrical
data are typically used to facilitate the interface from
the human physical response to a computing
technology (cf. Westerink et al., 2008, Kleinsmith
and Bianchi-Berthouze, 2013). Interactive
technologies typically estimate human affect to
inform a system about potential behaviours of the
user, and formulate an appropriate response (Picard,
1997). A more recent development is the utilization
of affective expressions as physical interactions with
a technology to exert some influence on other
components of user affect (De Rooij and Jones, 2013,
Isbister, 2011). The latter provides the context for
the research presented in this paper.
Research from the psychological sciences shows

that the relationship between affect and the

expressions they promote is reciprocal (Scherer,
2009). For instance, arm flexion with a low muscle
force is associated with a response to something
pleasant, but also amplifies the appraisal of
pleasantness, and associated adaptive responses such
as extended memory search or cognitive flexibility
(Reimann et al., 2012). Arm extension with strong
muscle force is associated with an unpleasantness
response, and can also amplify our tendency to
respond as if something is unpleasant. Essential
within this context is not only the gesture itself or its
kinematic properties, but also the muscle force with
which the gesture is performed. We can flex our
arms quickly but lightly, and quickly but forcefully,
with both having a very different affective
connotation. For instance, we can gently pull
someone close to us when that person is precious, or
use force when we express a dominant and angry
position. If we want to utilize this potential within
the context of designing physical interactions that
can exert an influence on human affect, then the
accurate recognition of these particular arm
expressions must be an integral part of such
interactive systems.
Interestingly, the de facto technologies that are

used for arm and overall body movement expression



recognition do not specifically allow for the
measurement of muscle force (see Kleinsmith and
Bianchi-Berthouze, 2013 for a review). Instead, their
advantage is in computing the surface geometric and
kinematic properties of an arm expression. This
however, is a limitation for the application of the
affective computing context described above. For
this reason, we look into a technological solution
that can potentially be used to infer muscle force as
well as the particular types of gesture characteristics
of arm expressions of affect.
We choose to investigate this problem by

listening instead of looking, using acoustic
myography. Human muscles produce low frequency
sounds when they are flexed or released (Orizio et
al., 1996). These muscle sounds can reflect aspects
of muscle force (Courteville et al., 1998, Orizio et al.,
1990), and other aspects of arm expressions (Silva,
2005). To the knowledge of the authors of this paper,
acoustic myography has not been applied within an
affective computing context. The goal of this
research is to test the feasibility of using the
biomechanical data captured by a custom built
acoustic myograph to classify arm expressions at
three levels of muscle force.
This paper is organised as follows. In section 2

we provide a brief overview on acoustic myography
and its use in computing. In section 3 we detail the
design of an acoustic myograph designed for the
purposes of this research. In section 4 we present the
results of a machine learning experiment that aims to
classify arm flexion and extension expressions at
three levels of muscle force from biomechanical data
produced by the acoustic myograph. Finally we
discuss the results and detail future work.

2. ACOUSTIC MYOGRAPHY

The acoustic myograph is a device that is designed
to extract biomechanical data by sensing the sounds
produced by the muscles (Islam et al., 2012). The
muscle sound owes its temporal and frequency
features to the summation of vibrations produced by
motor unit twitches that propagate through the
muscle and the changes in the shape of the muscular
fibers during contraction, much in analogy to the
vibrations caused by a resonating string (Orizio et al.,
1996). The produced vibrations can be measured
with a mechanical or pressure sensor such as a
microphone or accelerometer (Islam et al., 2012).
The reason for using acoustic myography within

this research is its potential to sense a biomechanical
feature that is essential to the recognition of arm

expressions of affect, namely muscle force.
Research from the physiological sciences shows that
the root mean square (RMS) of the muscle sound has
a linear relationship with the 20% to 80% range of
muscle force (Courteville et al., 1998, Orizio, 1990).
Furthermore, very high muscle force causes distinct
resonant vibrations (due to physiological tremor) in
the muscle sound (Silva et al., 2005). The frequency
characteristics of the muscle sound are most
pronounced in the range of 5 Hz to 50 Hz, and the
overall frequency range associated with acoustic
myography does not exceed 100 Hz (Orizio et al.,
1996). We believe that these characteristics provide
promising background information for the design of
a technology that can recognize arm expressions of
affect at different levels of muscle force.
Another approach to sensing muscle activity is

(surface) electromyography, which senses the
electrical discharge of the action potential sent
though neurons in the motor unit. Both acoustic
myography and electromyography can be used to
similar ends. However, the acoustic myograph has
some advantages. Sound travels further through
flesh than electricity does. This allows for less
precise placement of the myographs’ sensor units,
and for sensing deep muscles. This is in contrast to
electromyography (Silva et al., 2005). Moreover, by
virtue of the mechanical nature of the muscle sound,
variations in skin conductance are not an issue.
These advantages have popularized the use of
acoustic myography over electromyography in
applications ranging from prosthesis development
(Silva et al., 2005) to musical interfaces
(Donnarumma, 2011). Although surface
electromyography for facial muscles has been used
in an affective computing context (e.g. Westerink et
al., 2008), acoustic myography has not.

3. SYSTEM DESIGN

To conduct our experiments in arm expression
recognition we developed an acoustic myograph
based on the work of Donnarumma (2011) and Silva
et al. (2003, 2005). See Figure 1.

Figure 1: Overall setup of the hardware. Left: the audio
interface (red box) with the circuitry for the acoustic



myograph (white box). Right: the placement of the four
sensor units on the arm.

The circuit design for the acoustic myograph is
essentially a hack of a portable audio recorder
extended to fit four omnidirectional electret
condenser microphones (range 20-20000Hz) into
one circuit (Figure 2). These microphones do not
pick up the whole range of human muscle sounds
due to their limited frequency range, sometimes only
capturing part of the resonance of the sounds
produced by the muscles, but were chosen for
pragmatic reasons. We use an audio interface
(FocusRite Scarlett 18i8) with microphone pre-
amplifiers to amplify the signals and further improve
the signal to noise ratio. The audio interface is then
used to route the signals to a computer. Aside from
pre-amplification there are some advantages of using
a specialized audio interface over more general
purpose micro-controller units to import signal data,
such as the support of high sampling rates, and
dedicated processing.

Figure 2: Circuit design of our developed acoustic
myograph.

Direct placement of the microphones on the skin
blocks the biomechanical resonance from being
sensed. This can be solved by elevating the
microphones slightly above the skin. Based on the
work by Silva et al. (2003) we designed silicone
cases that can be placed directly on the skin, and can
hold the microphones a little over 2mm above the
skin, at a fixed distance, preventing direct contact
(Figure 3). Silva’s experiments have led to
recommendations for the design and dimensions of
cases for the microphones such that the signal to
noise ratio is maximized. The use of a cylindrical air
chamber amplifies the resonance of the muscles,

while the isolating properties of silicone help block
external noise. These recommendations are used in
the design of our silicone cases. Each of the sensors’
units is attached to a Velcro strap such that the units
can each be placed and fixed above the muscle
groups on the arm that are of interest (Figure 1).

Figure 3: Design of the silicone casing for the sensor units.
Legend: Greyish notes the silicone parts, black notes the
electret condenser microphone. Dimensions are in mm.

The signals from our four sensor units are
imported at a 44100 Hz sampling rate per channel in
real time using the Pure Data real-time graphical
dataflow programming environment, via the audio
interface. The sensor data is down-sampled by
taking the RMS of audio vectors using a Hamming
window of size 256 at an offset of 128 samples. This
choice is motivated by two observations from the
literature on acoustic myography. First, the RMS of
human muscle sounds has a linear relationship with
a large range of muscle force (see Section 2). The
conversion to RMS is therefore meaningful within
the context of sensing muscle force. Second, the
offset for sampling the windows narrows the
frequency domain of the muscle signals’ sampling
rate to approximately 345 Hz. The muscle sounds’
frequency characteristics fall well within that range
(Section 2). The resulting RMS signals are available
for further processing through the OSC protocol.

4. MACHINE LEARNING
EXPERIMENT

A machine learning experiment was designed to
assess the feasibility of using the acoustic myograph
described in section 3 for the recognition of flexion
and extension arm expressions at three different
levels of muscle force.

4.1 Data Collection

We recruited 8 participants (Mage=32, SDage=4.5, 5
males, 3 females, 7 right-handed, 1 left-handed) to



record biomechanical data using the acoustic
myograph. The participants were all students and
researchers from City University London. No
incentives were offered in return for participation.
None of the participants were familiar with the use
of myography. Data collection took a total of 20
minutes per participant.

At the start of the experiment the acoustic
myograph was strapped onto each participants’
dominant arm with the sensor units placed above the
biceps and below the triceps, and above the flexor
capri and below the extensor capri muscles (see
Figure 1). Each of the sensor units were placed at the
fullest part of the muscles (muscle belly), which
should produce the widest range of RMS values.
These muscles are actively involved in performing
flexion and extension arm expressions. A computer
was placed in front of the participants so that they
could annotate their own expressions. We let them
familiarize themselves with the acoustic myograph
and the annotation system and then we got started.

Each participant was instructed to perform arm
flexion and extension expressions with varying
speeds, but with a consistent small, medium, and
hard muscle force. Additionally, the participants
were instructed to perform the expressions, hold the
muscle tension for at least a second, and then release
the arm expression. Each expression was repeated
for a minimum of 5 times. While performing the
expressions, the participants annotated their
expressions by holding the ‘a’ key pressed down,
and the release of the expression was annotated by
holding the ‘r’ key pressed down. Switching
between annotation of expressions and the levels of
muscle force was done by the researcher. When no
key was pressed down the incoming data was
automatically annotated as ‘0’, meaning that it
captured either nothing (sensor noise) or it captured
other movements that are not the expressions we aim
to classify in this experiment. See Table 1 for an
overview on the annotation structure.

Table 1: Overview of the annotation structure of the used
arm expressions, their components, and variations in
muscle force.

Component Expression Force Label
Attack Arm

Flexion
Small 1
Medium 2
Hard 3

Arm
Extension

Small 4
Medium 5
Hard 6

Release Arm
Flexion

Small 7
Medium 8
Hard 9

Arm Small 10

Extension Medium 11
Hard 12

Nothing/ Other 0

4.2 Feature Extraction

The system is designed to extract temporal features
from the collected data by sampling windows at
varying sizes every 10 samples, and computing four
temporal descriptors per sensor unit over these
sampled windows. Determining the best performing
window size is done by a brute force grid search (see
Section 4.3 for the set-up). A relatively large
window size was chosen, which differs from
temporal pattern recognition approaches and follows
the approach by Silva et al. (2005). The annotations
that are part of the incoming data are only passed
when a window captures 95% of one type of
annotation. This essentially filters out most
expressions that are smaller than the used window
size.
The four temporal descriptors used are: the mean

over the RMS values, which may intuitively capture
much of the muscle force associated with the signal
(see Section 2); the variance to indicate the spread
around the mean; the skewness to indicate where the
overall weight of the RMS values lie within the
window, which might give some intuitive indication
of how the force in different muscles is distributed
over an arm expression; and the kurtosis, which
might intuitively give an indication of tremors
caused by forceful movements (Section 2.).
Finally, the resulting feature set is standardized.

No further feature selection was done. The feature
extraction procedure results in a string of feature
vectors and a string of annotations, which can be
used for training and testing using machine learning
classification.

4.3 Classification

We applied five machine learning classification
algorithms to the extracted feature vectors: Decision
Tree Classifier based on the CART algorithm, K
Nearest Neighbours, Logistic Regression, Naïve
Bayes using a Gaussian distribution to model each
individual class, and a Support Vector Machine
(SVM), varying the use of a linear and non-linear
kernel (radial basis function), using a one-vs-one
scheme for multi-label classification (see Pedregosa
et al., 2011). The parameters for each algorithm are
optimized based on a comparison between the
algorithms’ performance in terms of prediction and
recall accuracy (f1 statistic) using a brute force grid
search. The parameters that yield the best results per



classifier are kept. The extracted feature set was
randomly split into a set for training (60%) and a set
for testing (40%) the classifiers.
The performance of the classifiers on the

presented biomechanical data is assessed in terms of
average precision and average recall ability.
Precision is defined as the ratio that describes the
ability of the classifier not to label a sample that is
negative as positive. Recall is the ratio that describes
the ability of the classifier to assign the correct label
to all positive examples (Pedregosa et al., 2011).

Table 2: Classification results for precision and recall
ability for five machine learning classification algorithms.

Classifier Precision
average

Recall
average

Decision tree 0.92 0.92
K nearest neighbour 0.89 0.88
Logistic regression 0.74 0.83

Naïve Bayes 0.55 0.53
SVM 0.96 0.96

The results show that the non-linear SVM
(kernel: radial basis function, C=20, gamma=0.7)
offers the best performance both in terms of
precision and in terms of recall (Table 2). It is
interesting to note that aside from lowered
performance scores, the K nearest neighbours,
logistic regression and Naïve Bayes (but also SVM
with a linear kernel) methods were not able to
correctly label any of the data in the test set
associated with some of the labels. This effectively
rules out their use in practice for the classification of
flexion and extension arm expressions at three
different levels of muscle force.

Table 3: Classification results averaged per expression
characteristic from the testing set for the trained SVM
classifier.

Expression characteristic Precision Recall
Expressions of interest 0.91 0.82

Nothing/ Other 0.96 0.99
Attack 0.91 0.85
Release 0.91 0.78
Flexion 0.93 0.81
Extension 0.90 0.82
Small force 0.91 0.79
Medium force 0.92 0.82
Hard force 0.92 0.84

To see whether there are differences among the
characteristics of arm expressions that are of interest
to this research we have computed the average
precision and recall per characteristic (see Table 3).
The classification results from the support vector

machine show that the classification of data as a
non-expression is more accurate than the
classification of the actual expressions. This
difference becomes clear when comparing the
average recall for ‘Nothing/Other’ and the average
of recall scores for the expressions of interest. The
results for classifying the attack and release
component of the arm expressions are relatively
uniform, with a slightly lower score for release
compared with attack at recall. This is to be
expected because the release of an arm expression is
less defined than its attack. For instance, a release
can mark the transition to any other movement or no
movement at all. In terms of classifying arm flexion
and extension we see a uniform performance for
both precision and recall. The classification of attack
and release components was also relatively uniform
for the different muscle forces applied, with slightly
higher performance for stronger muscle force.
Overall, the support vector machine was able to

classify arm flexion and extension attack and release
at three levels of muscle force with reasonable
performance.

4.4 Post-Processing

Further post-processing can be used to improve the
performance of arm expression recognition. To this
end we detail one experiment that uses a heuristic
sequence correction.

Table 4: Classification results averaged per expression
characteristic for the whole data set for the trained SVM
classifier and sequence correction. Changes in a sequence
smaller than 38 labels were ignored.

Expression characteristic Precision Recall
Expressions of interest 0.90 0.92

Nothing/ Other 0.99 0.98
Attack 0.91 0.94
Release 0.89 0.90
Flexion 0.90 0.92
Extension 0.90 0.91
Small force 0.88 0.91
Medium force 0.92 0.91
Hard force 0.90 0.94

The system is set up to output a string of labels
as described in Table 1. Brief changes in a string of
labels can be ignored, as they typically indicate a
misclassification. This knowledge can be used to
increase the performance of the arm expression
recognition system in terms of classification recall
and precision, as shown in Table 4.



5. DISCUSSION AND FUTURE
WORK

The results described in section 4 indicate that
support vector machines with a radial basis function
kernel can be used to classify flexion and extension
arm expressions of affect and distinguish between
their attack and release, all at three different levels
of muscle force. This satisfies the aims set for this
research.
The results also indicate some caveats in the

presented research. For data collection we instructed
our participants to annotate their own data in real
time. It is inherent to this approach that mis-
annotations will occur. This negatively impacts the
performance of the classification in terms of
precision and recall ability. However, when applied
within an affective computing context to mediate the
use of physical interactions with a technology, the
actual working of the system is perhaps less likely to
suffer than the more precise measurements used to
assess the performance of the machine learning
experiments the research presented here. Future
work will show whether this is problematic.
The obtained results will help develop novel

affective technologies that utilize physical
interactions designed on the basis of arm expressions
of affect, with the goal to influence affective
responses, and associated adaptive responses within
the context of interactive technology. This will be
the basis of future work.
Taking a broader perspective we conclude that

the added value of distinguishing among expressions
with varying muscle force makes acoustic
myography a potentially valuable addition to the
spectrum of affective arm expression recognition
systems. Therefore, acoustic myography offers the
potential to develop a new range of affective
computing systems that utilize arm expressions as a
means to target or recognize affect.
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